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Abstract

Autonomous robots will inevitably encounter things that they have never encountered
before. To be able to effectively function in open world scenarios such robots must be able
to learn about and adapt to these new concepts on the fly, while continuing to maintain their
existing goals and actions. We propose an approach by which autonomous robotic agents can
use pre-trained knowledge to better understand novel objects. Our proposed approach will use
pre-trained classifiers that operate on 2-D and 3-D visual data as a type of high-level feature
extractor to aid in the building of models for novel objects the robot has encountered. We
will compare and contrast the effectiveness of different combinations of pre-trained models on
a data set of our own design in an effort to explore which pre-trained classifiers are effective
in which scenarios. Finally, we provide a time-line for our proposal.

1 Introduction
With recent advances in machine learning, and data storage there is a large amount of knowledge
that can be given to an autonomous robotic agent that will increase its capabilities. A robot
can be provided with detailed maps, speech recognizers image classifiers that have been trained on
millions of examples, and databases of facts about the world. This information can be appropriately
grounded in the agent’s cognitive architecture in a fashion that lets it use this information in
a variety of real world scenarios, with the robustness due to an extensive history of examples.
Obviously, though, a robot can not be pre-trained on everything, and for many types of knowledge
there is not sufficient data to do pre-training at all. Robots must be able to learn new information
about the world as they encounter it, and this information must exist alongside the knowledge that
the robot already has.

Robots process information across a wide number of modalities, and to truly understand a
concept a robotic agent must store a variety of types of information in a unified fashion that lets
it reason about the object using information from all of those modalities. Fusing information from
spoken language with information from one’s senses is a critical component in human cognition.
To be able to understand language an agent must be able to interpret the language itself, and then
relate the information contained in that language to other knowledge that it has. The approach
described in Scheutz et al. [2017] and Sarathy et al. [2018] describes a cognitive robotic architecture
(CRA) that is able to learn this type of grounding through natural language. The described system
is able to learn acoustic, linguistic, semantic, and visual groundings for novel concepts (objects,
actions, or social affordances) through instructions in natural language. The resulting system is
able to combine information given to it by other agents, through natural language, and ground it
within the architecture so that it can be used immediately after learning in conjunction with the
rest of the knowledge that the agent already has.

This type of learning provides the agent with a singular representation of the concept that it
has just learned. It is difficult to generalize from single or small numbers of data points, so while
the agents described in Scheutz et al. [2017] may be able to learn a new concept on the fly through
instruction, their knowledge about that concept may be limited to only the instance of the concept
they encountered during learning. The robot may learn a new object’s name, how the object can
be discussed linguistically, physical properties of the object, and its affordances, but if only a single
instance of the object can be recognized, that knowledge is limited in its utility.

Humans are able to utilize their prior knowledge when encountered with new information.
We describe, in this work, an extension to the CRA describe in Scheutz et al. [2017] where the
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Figure 1: A diagram of the CRA from Scheutz et al. [2017]. Different types of information must
be grounded in various components within such a CRA.

robotic agent is able to use prior knowledge, both learned and pre-trained, to increase it’s ability to
generalize concepts that it has learned through natural language instruction. We focus on extending
the visual capabilities of the CRA because they were the most lacking, and generalization in the
visual domain is critical for open word scenarios because of the amount of naturally occurring visual
variation in objects. The robotic agent in the system we are extending is able to perceive both 2d
and 3d visual data. We seek to extend generalization capabilities using prior knowledge from both of
these domains. There exist an ever growing number of pre-trained image classifiers that utilize large
numbers of exampls to classify a large variety of scenes, objects and attributes. Sharif Razavian
et al. [2014], Sermanet et al. [2013], Girshick et al. [2014] This large amount of prior knowledge
can help to visual generalization, by relating currently perceived images to the numerous images
on which the classifiers have been trained.

We are especially interested in the notion of semantic attribute recognition where attributes of
objects in scenes are detected instead of the objects themselves.Su and Jurie [2012] The benefits of
this type of classifier for our approach are two fold. First, potentially this type of classification is
better suited to generalize to categories of objects outside of the set that the classifier was trained
on. Properties of the novel object may be common with the training data even if the class of the
object is not. Second the classes of these pre- trained properties can be grounded in the CRA
allowing the the robot to be able to speak and reason about the properties of the newly learned
object in addition to using them for generalization.

In terms of 3d information we take a slightly different approach. We add the functionality of
a pre-trained object classifier that operates on the rgb-d data captured from the robot’s sensors.
Ideally, we would be able to use classifiers that recognized attributes of the 3d data, but due to
the lack of extensive 3d no such systems exist off-the-shelf. Additionally, the raw input that the
robot receives is likely more similar to the training data used in the 2d classifier, since much of it
was collected with the intent of use with robots. Firman [2016]

We recognize that the data sets and classifiers used in or implementation may not be those that
are best suited for the task. We argue that any benefits seen here could be further extended by
using pre-training that is better suited to the task, and that the integration of such information
into a CRA is non-trivial and the idea of combining prior knowledge with knowledge learned on
the fly in an important one.
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Figure 2: Five types of semantic attributes from Su and Jurie [2012], including scene, color, part,
shape, material. Semantic attributes like these can potentially help ground novel objects.

2 Problem Formulation
Our approach to extending the visual capabilities of the CRA to use prior knowledge focuses on
three aspects of the problem: feature extraction, feature selection, and classification. We extend
the existing mechanisms for feature extraction and classification so that pre-trained knowledge can
be incorporated. We utilize feature selection methods to allow the system to better generalize
across instances of the concept that were learned on the fly. We describe these approaches below.

2.1 Feature Extraction
The core idea behind our extension of the feature extraction capabilities is that the pre-trained
classifiers will be able to notice similarities in multiple instances of the same object as captured by
the robot. We do not necessarily care about the classification decisions of the classifiers, only that
similar inputs produce similar outputs. Because these classifiers will be pre-trained on a sample
corpus under different circumstances, we may encounter issues with accuracy when we test them
on a robot. We will need to take this into consideration when selecting the classifiers, and if we
are unable to integrate decent classifiers, then we might have to create our own corpus.

Our intention is to use the semantic attribute classifier and rgb-d object classifier as feature
extractors, and concatenate their output vectors for for a single feature vector which will be
combined with the geometry based global feature that is currently calculated.

In addition to using the top level output of the classifier we also intend to expose using the
intermediate representations that are built by the classifiers whose values are hidden from the user
in a standard configuration Thomason et al. [2016]. Our thinking here is that these intermediate
level representations which are used by the classifier may be transferable to classes of objects that
were not in the initial training sets of the classifiers.

2.2 Feature Selection
With only a single example of an object in the agent’s knowledge base not much can be said about
the meanings of the values of our feature vector, but as more examples of records in similar and
different classes are learned we can begin to detect patterns in the feature vectors of similar and
different objects. The small number of data points here is a double edged sword. It allows com-
putationally intensive methods of feature selection, like PCA or Minimum-redundancy-maximum-
relevance Peng et al. [2005], to be calculated quickly but it also reduces their effectiveness. We
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will investigate the effectiveness of incremental updates of feature selection models to see if they
improve classification accuracy.

Having features like semantic attribute labels that are grounded in the architecture allows the
agent to learn rules involving them. Rules like these could inform the feature selection process.
For example the agent could be taught the rule "when comparing knives shape is more important
than color."

2.3 Classification
We intend to use a nearest neighbor classifier with thresholds similar to the system described in
Scheutz et al. [2017] the main benefit of using a classifier of this type is that new categories can be
added in constant time. This is a large advantage of classifiers which require extensive retraining
to add new categories. The downside is that as the number of examples grows the computation
time required fro classification grows linearly, that however is an issue for future work. We will
also investigate optimal similarity measures and mechanisms for determining threshold values.

2.4 Future
Once we know the new object classifiers work, this proposed work could be extended to replace
the pre-trained semantic attribute classifiers with a more developmental approach. Through multi-
modal interaction with the environment and other agents, the robot can learn the initial attribute
classifiers allowing it to develop an internal representation. The robot will be able to update its
classifiers on the fly, which will be important especially because the pre-trained classifiers do not
contain all the relevant attributes, and may not be accurately trained for this specific robotic
agent. We can use this as an opportunity to teach agent about different attributes through natural
language, as well as allow the agent to explore non-visual properties of the objects including, haptic,
auditory, and proprioceptive information.

3 Evaluation
The CRA of Scheutz et al. [2017] provides us with a mechanism where we can relatively quickly
collect a dataset of objects as the occur in the real world. We can use the actual information that
the system uses in its instruction based one shot learning to form our croups, resulting in a corpus
that is very similar to the types of thing a robot would in encounter in an open world.

We will evaluate the performance of the pre-trained classifiers, independently and in combi-
nation with the existing one shot feature extractor. The purpose of evaluating the pre-trained
semantic attribute classifiers and the rgb-d classifiers is to make sure that they work as intended
on the robot. We plan on testing them against several instances of different objects and check the
distribution of the attribute features and the object classification. If either of these evaluations do
not perform well, then we will need to either find new classifiers or retrain them on a new dataset
obtained with the robot.

Once we evaluate the two sets of classifiers independently and integrate a feature selection
algorithm to get new feature vectors for classification, we will then evaluate those feature vectors.
In order to determine if these combinational feature vectors can accurately generalize objects, we
will need to test it with multiple object types. For each object type, it will be important to test
our classifier with numerous instances of various mugs with different properties, for example a mug
which is tall and slim or a short and wide mug. For each instance, the output object distribution
will be compared to see how well they perform as well as which objects seem to generalize better.
From this, we will be able to determine which feature classifiers work better, then maybe we can
figure out a way to update the feature extraction classifiers.

We hope to investigate the an interactions between the types of features we are using and
the properties of the sets of objects that are being used to perform the evaluation. If interesting
trends emerge they could be used to inform the design of future systems if, where specific types of
pre-trained knowledge can be sued for specific application domains.

Also, because our CRA focuses heavily on explainability, we can have the agent describe why
it classified a specific object. A human could then provide feedback so the agent can update its
classifier. This will be important for future work in affordances, because the agent will be able
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to understand what the object is and what it is used for, which will in turn help generalize the
objects even further.

4 Timeline
Initially, the majority of our work will be focused on integrating the feature extraction algorithms.
Because the semantic attribute classifier and the rgb-d object classifiers are independent, we can
integrate them in parallel, allowing us more time to develop an algorithm to merge them into a
single feature vector. We will rely heavily on the vision system currently implemented in the ADE
middle-ware.

Because this project relies heavily on the semantic attribute classifiers, we are aiming to inte-
grate and test them in our CRA within the next few weeks. If we are unable to use a pre-trained
classifier, then we will need to spend some time creating our own corpus and retraining our classi-
fiers. In parallel, we will also spend this time integrating and testing rgb-d classifiers in the CRA
as well as developing a memory component to store the rgb-d object examples.

Once we evaluate the two independent sets of classifiers, we will spend a few days to a week,
integrating a feature selection algorithm to select the core features and create a new feature vector
which will be used for classifying a new object.

The remaining part of the semester will be dedicated toward evaluating the new feature vectors
and modifying the selection algorithm as needed.
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