
Discussion questions about Standard ML of New Jersey, circa 1990

N. Ramsey, E. Pailes, and M. Ahrens, for COMP 250RTS

September 20, 2017

We will wrap up our study of the runtime system of Standard ML
of New Jersey, as described by Appel’s SP&E and LFP papers.
We will focus on the LFP paper and on the interfaces to the
run-time system.

Background: virtual memory

For the second part of today’s discussion, you’ll need to know
something about virtual memory. Address space is divided into
pages, and each page can be mapped (to actual RAM) or un-
mapped. Memory access to an unmapped page causes a page
fault, which in Unix is called a segmentation fault. Page sizes
are controlled by the hardware; depending on the age of the
instruction-set architecture, a page could range anywhere from
4KB to 2MB. The address of a page is always a multiple of its
size.

The interface to the compiler

We’ll look at information hiding and information sharing through
the lens of specific code. (From this point of view, not every line
of code contains interesting information.)

(1) Prelude: make a table that explains how the names of the
variables in the LFP code correspond with the names NEXT,
scan, and fsp in the SP&E paper.

(2) Examine each numbered line of the forward function on
page 351. (Ignore lines 14–18, which appear on page 352.)

For each line, say

• What information is shared with the compiler
• What information is kept private inside the run-time

system

(3) Likewise, examine each numbered line of the gc function
on page 353.

For each line, say

• What information is shared with the compiler
• What information is kept private inside the run-time

system

(4) Examine each numbered line of the allocation sequence at
the top of page 355. This code is not part of the run-time
system; it is generated by the compiler.

For each line, say

• What information is shared with the run-time system
• What information is kept private inside the compiler

The interface to the operating system

This section is about generalizing Appel’s collector to work with
a modern OS interface. The SP&E paper assumes that the oper-
ating system presents the user process with a single, contiguous
address space, in which both ends are mapped and the middle
is unmapped. In this model, there are two boundaries between
mapped addresses and unmapped addresses: one is at the young
end of the stack, and the other demarcates the extent of the heap.
The second boundary is called the “program break,” and it is
controlled with the brk system call.

Even in 1990, this assumption was already dodgy. By 2001,
it had become unwarranted. (In 2001, the brk system call was
removed from the POSIX standard.) Today, a run-time system
cannot and should not assume that it controls contiguous address
space—consider, for example, the implications for interoperabil-
ity between languages.

(5) A modern Unix hands out address space in chunks at unpre-
dictable locations, often using the mmap system call. A lan-
guage run-time system also has the option of delegating the
acquisition of memory to the standard C library; malloc
also hands out chunks at unpredictable locations.

Given interfaces like mmap and malloc, how should Appel’s
allocator and collector change to be compatible?

(a) What changes are needed?
(b) What the desirable properties of Appel’s memory-

management team (the allocator and collector) can
be preserved? How do you preserve them?

(6) Appel’s original design seems to be limited to two gener-
ations. Suppose that you wanted instead to have three or
more generations. Do the changes you propose in the pre-
vious question help or hinder? How would you implement
multiple generations?
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