
Wine data
head(wine)
Type Alcohol Malic  Ash Alcalinity Magnesium

1    1   14.23  1.71 2.43       15.6       127
2    1   13.20  1.78 2.14       11.2       100
3    1   13.16  2.36 2.67       18.6       101
4    1   14.37  1.95 2.50       16.8       113
5    1   13.24  2.59 2.87       21.0       118
6    1   14.20  1.76 2.45       15.2       112

names(wine)
[1] "Type"            "Alcohol"        
[3] "Malic"           "Ash"            
[5] "Alcalinity"      "Magnesium"      
[7] "Phenols"         "Flavanoids"     
[9] "Nonflavanoids"   "Proanthocyanins"
[11] "Color"           "Hue"            
[13] "Dilution"        "Proline"



LDA exercise
Load wine.RData from the Schedule (use ‘load()’).  Use LDA to 
predict wine “Type” (1, 2, or 3) from Alcohol alone; from Flavanoids
alone; or from all variables other than Type.  

Which has highest accuracy?   Do you believe this accuracy 
estimate?    Prior example code repeated below.

library(“MASS”)
diabetes_lda=lda(group ~ insulin + glutest, data=diabetes)

ghat = predict(diabetes_lda)$class 

table(ghat, diabetes$group)
## ghat 1 2 3 
## 1 25 0 0 
## 2 6 24 6 
## 3 1 12 70 

mean(ghat != diabetes$group)
## [1] 0.1736


